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everyone should go vegan

because vegan diets are healthier than 
eating meat

positive  or negative  toward veganism?
argument  or no argument  ?

fact  or opinion  ?
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• Many times what we say is not merely an objective fact 

• Instead, it often expresses our attitudes or opinions toward some topic 

▶︎ What attitude/opinion? — Sentiment Analysis 

▶︎ Why that attitude/opinion? — Argumentation

3
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Sentiment Analysis

4

Part 1.
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Fig. 3. A panel of three graphs. The top graph shows the overlap of the day-to-day difference of DJIA values (blue : ZDt ) with the GPOMS’ Calm time series (red : ZXt )
that has been lagged by 3 days. Where the two graphs overlap the Calm time series predict changes in the DJIA closing values that occur 3 days later. Areas of significant
congruence are marked by gray areas. The middle and bottom graphs show the separate DJIA and GPOMS’ Calm time series. (For interpretation of the references to color in
text, the reader is referred to the web version of the article.)

dimension. We observe that X1 (i.e. Calm) has the highest Granger
causality relation with DJIA for lags ranging from 2 to 6 days (p-
values < 0.05). The other four mood dimensions of GPOMS do not
have significant causal relations with changes in the stock market,
and neither does the OpinionFinder time series.

To visualize the correlation between X1 and the DJIA in more
detail, we plot both time series in Fig. 3. To maintain the same scale,
we convert the DJIA delta values D1 and mood index value X1 to
z-scores as shown in Eq. (1).

As can be seen in Fig. 3 both time series frequently overlap or
point in the same direction. Changes in past values of Calm (t!3)
predicts a similar rise or fall in DJIA values (t!0). The Calm mood
dimension thus has predictive value with regards to the DJIA. In fact
the p-value for this shorter period, i.e. August 1, 2008 to October
30, 2008, is significantly lower (lag n!3, p = 0.009) than that listed
in Table 2 for the period February 28, 2008 to November 3, 2008.

The cases in which the t!3 mood time series fails to track
changes in the DJIA are nearly equally informative as where it does
not. In particular we point to a significant deviation between the
two graphs on October 13th where the DJIA surges by more than
3 standard deviations trough-to-peak. The Calm curve however
remains relatively flat at that time after which it starts to again
track changes in the DJIA again. This discrepancy may be the result
of the the Federal Reserve’s announcement on October 13th of a
major bank bailout initiative which unexpectedly increase DJIA val-
ues that day. The deviation between Calm values and the DJIA on
that day illustrates that unexpected news is not anticipated by the
public mood yet remains a significant factor in modeling the stock
market.

2.5. Non-linear models for emotion-based stock prediction

Our Granger causality analysis suggests a predictive relation
between certain mood dimensions and DJIA. However, Granger
causality analysis is based on linear regression whereas the relation
between public mood and stock market values is almost certainly
non-linear. To better address these non-linear effects and assess
the contribution that public mood assessments can make in pre-

dictive models of DJIA values, we compare the performance of a
Self-organizing Fuzzy Neural Network (SOFNN) model [28] that
predicts DJIA values on the basis of two sets of inputs: (1) the past
3 days of DJIA values, and (2) the same combined with various per-
mutations of our mood time series (explained below). Statistically
significant performance differences will allow us to either confirm
or reject the null hypothesis that public mood measurement do not
improve predictive models of DJIA values.

Neural networks have previouly been used to decode non-
linear time series data which describe the characteristics of the
stock market [26] and predict stock market values [51,25]. SOFNN
combines the learning ability of neural networks with the easy
interpretability of fuzzy systems. Whereas popular self-organizing
neural networks such as Grossberg’s ART [5], Nigrin’s SONNET [35]
and Hopfield network [21] were originally developed for pattern
classification problems, SOFNN has been developed specifically
for regressions, function approximation and time series analysis
problems. Compared with some notable fuzzy nerural network
models, such as the adaptive-network-based fuzzy inference sys-
tems (ANFIS) [22], self-organizing dynamic fuzzy neural network
(DFNN) [11] and GDFNN [49], SOFNN provides a more efficient algo-
rithm for online learning due to its simple and effective parameter
and structure learning algorithm [28]. In our previous work, SOFNN
has proven its value in electrical load forecasting [32], exchange
rate forecasting [28] and other applications [29].

To predict the DJIA value on day t, the input attributes of our
SOFNN include combinations of DJIA values and raw mood values of
the past n days (not normalized to z-scores). We choose n!3 since
the results shown in Table 2 indicate that past n!3 the Granger
causal relation between Calm and DJIA decreases significantly. All
historical load values are linearly scaled to [0,1]. This procedure
causes every input variable be treated with similar importance
since they are processed within a uniform range.

SOFNN models require the tuning of a number of parameters
that can influence the performance of the model. We maintain
the same parameter values across our various input combinations
to allow an unbiased comparison of model performance, namely
ı = 0.04, ! = 0.01, krmse = 0.05, kd(i), (i = 1, . . ., r) = 0.1 where r is the

Twitter mood predicts the stock market 
(Bollen et al. 2011)

We will see how they computed the mood score soon!
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Outline

• What is sentiment analysis? 

• How to do sentiment analysis? 

▶︎ Lexicon Approach 

▶︎ Machine Learning Approach

6
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What is sentiment analysis? 
Wikipedia (2020-04-06)

• Sentiment analysis (also known as opinion mining or emotion AI) refers to  
▶︎ the use of natural language processing, text analysis, computational 

linguistics, and biometrics  
▶︎ to systematically identify, extract, quantify, and study  

• affective states and  

• subjective information.

7
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Affective States 
(Scherer 1984, 2005)

• Emotion: Brief and intense episode of organic response to the evaluation of an event (angry, 
sad, joyful, fearful, ashamed, proud) 

• Mood: Enduring and less intensive predominance of subjective feelings, often without 
apparent cause (cheerful, gloomy, irritable, depressed) 

• Interpersonal stance: Affective stance occurring in the interaction with another person, 
coloring the interpersonal exchange of that situation (polite, distant, cold, warm, supportive) 

• Attitudes: Enduring beliefs and predispositions towards specific objects or persons (like, 
hate, value, desire) 

• Personality traits (affect disposition): Stable personality dispositions and behavior 
tendencies (nervous, anxious, reckless, morose, hostile, envious, jealous)

8
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Subjective Information 
(Hovy 2014)

• Judgment/Evaluation: determination of the value, nature, character, or quality 
of something or someone (this movie is garbage / unfortunately the battery 
lasts less than 5 minutes) 

• Personal belief (I don't think the earth is round) 
▶︎ Not the main focus of many sentiment analysis systems 
▶︎ But argumentation systems care!

9
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Structure of Sentiment Information

• Holder: Experiencer of the affective state or opinion (usually the speaker if not stated otherwise) 

• Target: Target of the affective state or opinion 

• Type: Type of the affective state or opinion (often simplified as positive/negative/neutral) 

• Claim: Text that contains the affective state or opinion

10

their new ice cream is awful but Chris loves it
Holder: speaker 
Target: their new ice cream 
Type: negative 
Claim: their new ice cream is awful

Holder: Chris 
Target: their new ice cream 
Type: positive 
Claim: Chris loves it

Most 
sentiment 
analysis 

systems focus 
on these
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How to do sentiment analysis 

Lexicon Approach

11
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Sentiment Lexicons

• General Inquirer (Stone et al. 1966, http://www.wjh.harvard.edu/~inquirer) 
▶︎ Positive (1,915), negative (2,291), hostile, strong, weak, active, passive, arousal, ... 

• Linguistic Inquiry and Word Count (LIWC) (Pennebaker et al. 2007, http://www.liwc.net/) 
▶︎ Positive (408), negative (498), affective (917), social (456), causal (108), certainty (83), ... 

• MPQA Subjectivity Lexicon (Wilson et al. 2005, http://www.cs.pitt.edu/mpqa/subj_lexicon.html) 
▶︎ Positive (2,718), negative (4,912), neutral 
▶︎ Strongly subjective and weakly subjective 

• SentiWordNet (Baccianella et al. 2010, http://sentiwordnet.isti.cnr.it/) 
▶︎ WordNet synsets automatically annotated for positivity, negativity, and neutrality 

This sentiment information is only tendency!  
Actual sentiment of a word is context-dependent!

13
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Target-Specific Lexicons

Restaurant Reviews
• 👍 My dish was served hot 

• 👍 The food is generally cheap  

• 👎 The music was so loud that we 
couldn't really talk

• 👎 It gets hot very easily 

• 👎  The company uses cheap 
materials 

• 👍 The speaker is very loud

Speaker Reviews

14

Building target-specific lexicons manually 
is very time-consuming and expensive
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Target-Specific Lexicons

15

cash-only

cheap

loud

loud

big

SpeakerRestaurant

hot
bland

cheap materials

bluetooth

clear

hot

friendly

disappointed hatesorry

co-occurrence

love like
impressed happy

General positive

General negative
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How to quantify co-occurrence between words?

16

• Pointwise Mutual Information (PMI) 

                                           

▶︎ The difference between "the probability of  occurring when  is observed" and "the 
marginal probability of  occurring". 

• If  and  are completely independent:  and low PMI. 

• If  and  always occur together:  and high PMI. 

• Choose words (e.g., adjectives) that have high PMI scores with general sentiment words.

PMI(w1, w2) = log
p(w1, w2)

p(w1)p(w2)
= log

p(w1 |w2)
p(w1)

w1 w2
w1

w1 w2 p(w1 |w2) = p(w1)
w1 w2 p(w1 |w2) > p(w1)
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General Sentiment Words

17

• Sentiment lexicons 

• Emoticons/Emoji 

:)		<3		^^		:/		:(		T-T	

• Hashtags 

#happy		#excited		#sad		#exhausted
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Expanding a lexicon

• Synonyms and antonyms (from thesaurus, WordNet) 

▶︎ fast = expeditious, rapid, quick, speedy 

▶︎ calm ↔ agitated, angry, inclement

18
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Expanding a lexicon 
(Hatzivassiloglou and McKeown 1997)

• Conjunctions and, or, but 

▶︎ this laptop is fast and quiet 

▶︎ the staff was friendly but too busy

19

good

risky

fine

sound

selfish

harmful

0.2

0.8

0.7

0.7

0.3 0.8

0.70.6
0.4

0.1
P(good and sound have same polarity)  

based on the counts of different 
conjunctions between them 

("good and sound", "good or sound", 
"good but sound")
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Fig. 3. A panel of three graphs. The top graph shows the overlap of the day-to-day difference of DJIA values (blue : ZDt ) with the GPOMS’ Calm time series (red : ZXt )
that has been lagged by 3 days. Where the two graphs overlap the Calm time series predict changes in the DJIA closing values that occur 3 days later. Areas of significant
congruence are marked by gray areas. The middle and bottom graphs show the separate DJIA and GPOMS’ Calm time series. (For interpretation of the references to color in
text, the reader is referred to the web version of the article.)

dimension. We observe that X1 (i.e. Calm) has the highest Granger
causality relation with DJIA for lags ranging from 2 to 6 days (p-
values < 0.05). The other four mood dimensions of GPOMS do not
have significant causal relations with changes in the stock market,
and neither does the OpinionFinder time series.

To visualize the correlation between X1 and the DJIA in more
detail, we plot both time series in Fig. 3. To maintain the same scale,
we convert the DJIA delta values D1 and mood index value X1 to
z-scores as shown in Eq. (1).

As can be seen in Fig. 3 both time series frequently overlap or
point in the same direction. Changes in past values of Calm (t!3)
predicts a similar rise or fall in DJIA values (t!0). The Calm mood
dimension thus has predictive value with regards to the DJIA. In fact
the p-value for this shorter period, i.e. August 1, 2008 to October
30, 2008, is significantly lower (lag n!3, p = 0.009) than that listed
in Table 2 for the period February 28, 2008 to November 3, 2008.

The cases in which the t!3 mood time series fails to track
changes in the DJIA are nearly equally informative as where it does
not. In particular we point to a significant deviation between the
two graphs on October 13th where the DJIA surges by more than
3 standard deviations trough-to-peak. The Calm curve however
remains relatively flat at that time after which it starts to again
track changes in the DJIA again. This discrepancy may be the result
of the the Federal Reserve’s announcement on October 13th of a
major bank bailout initiative which unexpectedly increase DJIA val-
ues that day. The deviation between Calm values and the DJIA on
that day illustrates that unexpected news is not anticipated by the
public mood yet remains a significant factor in modeling the stock
market.

2.5. Non-linear models for emotion-based stock prediction

Our Granger causality analysis suggests a predictive relation
between certain mood dimensions and DJIA. However, Granger
causality analysis is based on linear regression whereas the relation
between public mood and stock market values is almost certainly
non-linear. To better address these non-linear effects and assess
the contribution that public mood assessments can make in pre-

dictive models of DJIA values, we compare the performance of a
Self-organizing Fuzzy Neural Network (SOFNN) model [28] that
predicts DJIA values on the basis of two sets of inputs: (1) the past
3 days of DJIA values, and (2) the same combined with various per-
mutations of our mood time series (explained below). Statistically
significant performance differences will allow us to either confirm
or reject the null hypothesis that public mood measurement do not
improve predictive models of DJIA values.

Neural networks have previouly been used to decode non-
linear time series data which describe the characteristics of the
stock market [26] and predict stock market values [51,25]. SOFNN
combines the learning ability of neural networks with the easy
interpretability of fuzzy systems. Whereas popular self-organizing
neural networks such as Grossberg’s ART [5], Nigrin’s SONNET [35]
and Hopfield network [21] were originally developed for pattern
classification problems, SOFNN has been developed specifically
for regressions, function approximation and time series analysis
problems. Compared with some notable fuzzy nerural network
models, such as the adaptive-network-based fuzzy inference sys-
tems (ANFIS) [22], self-organizing dynamic fuzzy neural network
(DFNN) [11] and GDFNN [49], SOFNN provides a more efficient algo-
rithm for online learning due to its simple and effective parameter
and structure learning algorithm [28]. In our previous work, SOFNN
has proven its value in electrical load forecasting [32], exchange
rate forecasting [28] and other applications [29].

To predict the DJIA value on day t, the input attributes of our
SOFNN include combinations of DJIA values and raw mood values of
the past n days (not normalized to z-scores). We choose n!3 since
the results shown in Table 2 indicate that past n!3 the Granger
causal relation between Calm and DJIA decreases significantly. All
historical load values are linearly scaled to [0,1]. This procedure
causes every input variable be treated with similar importance
since they are processed within a uniform range.

SOFNN models require the tuning of a number of parameters
that can influence the performance of the model. We maintain
the same parameter values across our various input combinations
to allow an unbiased comparison of model performance, namely
ı = 0.04, ! = 0.01, krmse = 0.05, kd(i), (i = 1, . . ., r) = 0.1 where r is the

Twitter mood predicts the stock market 
(Bollen et al. 2011)

Profile of Mood States  
(72 terms for six mood types) 

• Tension (↔calm): tense, on-edge 
• Depression (↔happy): unhappy, sad 
• Anger (↔kind): angry, grouchy 
• Vigor (vital): lively, active 
• Fatigue (↔alert): worn out, fatigued 
• Confusion (↔sure): confused, bewildered

Expanded Lexicon  
(964 terms for six mood types) 

• Tension (↔calm): word1 (score1), ... 
• Depression (↔happy): ... 
• Anger (↔kind): ... 
• Vigor (vital): ... 
• Fatigue (↔alert): ... 
• Confusion (↔sure): ...

Weighted Sum of Mood Scores 

Score(tweet, Tension) =  
         

(Average the Tension scores of 
tweets)

∑
(w,s)∈Tension

s × 1(tweet has w)
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How to do sentiment analysis 

Machine Learning Approach

21
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We need: (1) labeled data

22

• Collect already-labeled data • Annotate your own data

no one thinks that it’s good). In addition, certain
phrases that contain negation words intensify rather
than change polarity (e.g., not only good but amaz-
ing). Contextual polarity may also be influenced by
modality (e.g., whether the proposition is asserted to
be real (realis) or not real (irrealis) – no reason at all
to believe is irrealis, for example); word sense (e.g.,
Environmental Trust versus He has won the peo-
ple’s trust); the syntactic role of a word in the sen-
tence (e.g., polluters are versus they are polluters);
and diminishers such as little (e.g., little truth, lit-
tle threat). (See (Polanya and Zaenen, 2004) for a
more detailed discussion of contextual polarity in-
fluencers.)
This paper presents new experiments in automat-

ically distinguishing prior and contextual polarity.
Beginning with a large stable of clues marked with
prior polarity, we identify the contextual polarity of
the phrases that contain instances of those clues in
the corpus. We use a two-step process that employs
machine learning and a variety of features. The
first step classifies each phrase containing a clue as
neutral or polar. The second step takes all phrases
marked in step one as polar and disambiguates their
contextual polarity (positive, negative, both, or neu-
tral). With this approach, the system is able to auto-
matically identify the contextual polarity for a large
subset of sentiment expressions, achieving results
that are significantly better than baseline. In addi-
tion, we describe new manual annotations of contex-
tual polarity and a successful inter-annotator agree-
ment study.

2 Manual Annotation Scheme

To create a corpus for the experiments below, we
added contextual polarity judgments to existing an-
notations in the Multi-perspective Question Answer-
ing (MPQA) Opinion Corpus1, namely to the an-
notations of subjective expressions2. A subjective
expression is any word or phrase used to express
an opinion, emotion, evaluation, stance, speculation,

1The MPQA Corpus is described in (Wiebe et al., 2005) and
available at nrrc.mitre.org/NRRC/publications.htm.

2In the MPQA Corpus, subjective expressions are direct
subjective expressions with non-neutral expression intensity,
plus all the expressive subjective elements. Please see (Wiebe
et al., 2005) for more details on the existing annotations in the
MPQA Corpus.

etc. A general covering term for such states is pri-
vate state (Quirk et al., 1985). In the MPQA Cor-
pus, subjective expressions of varying lengths are
marked, from single words to long phrases.
For this work, our focus is on sentiment expres-

sions – positive and negative expressions of emo-
tions, evaluations, and stances. As these are types of
subjective expressions, to create the corpus, we just
needed to manually annotate the existing subjective
expressions with their contextual polarity.
In particular, we developed an annotation

scheme3 for marking the contextual polarity of sub-
jective expressions. Annotators were instructed to
tag the polarity of subjective expressions as positive,
negative, both, or neutral. The positive tag is for
positive emotions (I’m happy), evaluations (Great
idea!), and stances (She supports the bill). The neg-
ative tag is for negative emotions (I’m sad), eval-
uations (Bad idea!), and stances (She’s against the
bill). The both tag is applied to sentiment expres-
sions that have both positive and negative polarity.
The neutral tag is used for all other subjective ex-
pressions: those that express a different type of sub-
jectivity such as speculation, and those that do not
have positive or negative polarity.
Below are examples of contextual polarity anno-

tations. The tags are in boldface, and the subjective
expressions with the given tags are underlined.

(5) Thousands of coup supporters celebrated (posi-
tive) overnight, waving flags, blowing whistles . . .

(6) The criteria set by Rice are the following: the
three countries in question are repressive (nega-
tive) and grave human rights violators (negative)
. . .

(7) Besides, politicians refer to good and evil
(both) only for purposes of intimidation and
exaggeration.

(8) Jerome says the hospital feels (neutral) no dif-
ferent than a hospital in the states.

The annotators were asked to judge the contex-
tual polarity of the sentiment that is ultimately be-
ing conveyed by the subjective expression, i.e., once
the sentence has been fully interpreted. Thus, the
subjective expression, they have not succeeded, and

3The annotation instructions are available at
http://www.cs.pitt.edu/˜twilson.

348

(Wilson et al., 2005)

@MargaretsBelly Amy Schumer is the 
stereotypical 1st world Laci Green 
feminazi. Plus she's unfunny 
• Target: amy shumer 
• Sentiment: negative (Rosenthal et al., 2017)

cheap but limited domains any domains but expensive



/ 56

We need: (1) labeled data

23

• Use noisy labels

Sunny Again Work Tomorrow :-| TV Tonight 

#Shanghai has the most amazing skyline! <3 

#sad because i just realized i’ll never be an uncle  

Great idea! I mean... California state government is so 
effective at everything else. #sarcasm

many domains and cheap, but can be inaccurate
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We need: (2) class type and classifier

24

• Binary (positive/negative) 

• Continuous (star rating: 1..5)

▶︎ Logistic regression: Y = {positive if p(Y = positive |x) > 0.5
negative otherwise

▶︎ Linear regression:  Y = w ⋅ x
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We need: (2) class type and classifier

25

• Multiclass (positive/neutral/negative) 
▶︎ Two-step binary classification (neutral vs. non-neutral and positive vs. negative) 
▶︎ One-versus-rest 

• Train a binary classifier for each class (positive vs. other and negative vs. other and 
neutral vs. other) 

• Choose the decision of the classifier with the highest confidence score (probability) 
▶︎ One-step

neural network support vector machinedecision tree

...
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We need: (3) evaluation metrics

26

• Binary 

▶︎ Balanced: Accuracy =  

▶︎ Skewed (e.g., "negative" is majority):  

• Precision= , Recall= , F1-score=  

• Multiclass 

▶︎ Balanced: Accuracy =  

▶︎ Skewed: AverageRecall=

NPP + NNN

NPP + NPN + NNP + NNN

NPP

NPP + NNP

NPP

NPP + NPN

2Precision*Recall

Precision + Recall

NPP + NUU + NNN

∑ N*

1
3 ( NPP

NPP + NPU + NPN
+

NUU

NUP + NUU + NUN
+

NNN

NNP + NNU + NNN )

True\Pred Pos Neg

Pos

Neg

NPP NPN

NNP NNN

True\Pred Pos Neu Neg

Pos

Neu

Neg

NPP NPN

NNP NNN

NPU

NUP NUNNUU

NNU
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We need: (3) evaluation metrics

27

• Continuous 

▶︎
Mean Absolute Error: MAE= ,  

where  and  are the true and predicted scores of the th instance, respectively

1
N

N

∑
i=1

|yi − ̂yi |

yi ̂yi i
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Example 1 — Hand-Crafted Features 
(Wilson et al. 2009)

28

• The criteria set by Rice are the following: the three countries in question 
are repressive and grave human rights violators. 

• Jerome says the hospital feels no different than a hospital in the states.

Classify the sentiment of subjective expressions (pre-selected) in the MPQA corpus into pos/neg/neu

• Word token / POS tag 
• Word context: (prev word, word, next word) 
• Prior polarity: From the sentiment lexicon 

• Is the word a noun preceded by an adjective? 
• Is the preceding word an adverb other than not? 
• Is the preceding word an intensifier? 
• Is the current word an intensifier?

• Polarity of the word that the current word modifies 
• Polarity of the word that modifies the current word 
• Polarity of the word that is connected with the 

current word by a conjunct 
• Is the word in a subject? (polluters are allowed) 
• Is the word after a copular? (you are polluters) 

• Document's topic

Step 1. Classify neutral vs. non-neutral
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Example 1 — Hand-Crafted Features 
(Wilson et al. 2009)

29

Classify the sentiment of subjective expressions (pre-selected) in the MPQA corpus into pos/neg/neu.

• Word token / POS tag 
• Prior polarity: From the sentiment lexicon 

• Is a negation word or phrase within the four words 
preceding the current word, but the negation word 
is not used as an intensifier (e.g., not only)

• Is the subject negated? 
• Is a general polarity shifter (little threat) within the 

four words preceding the current word? 
• Is a negative polarity shifter (lack of understanding) 

within the four words preceding the current word? 
• Is a positive polarity shifter (abate the damage) 

within the four words preceding the current word?

Step 2. Classify positive vs. negative

• The criteria set by Rice are the following: the three countries in question 
are repressive and grave human rights violators. 

• Jerome says the hospital feels no different than a hospital in the states.
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Example 2 — Multilayer Perceptron 

30

...

...

z
z1 z2 z3

ŷ = softmax(z)

= ( ez1

ez1 + ez2 + ez3
,

ez2

ez1 + ez2 + ez3
,

ez3

ez1 + ez2 + ez3 )
⇒ probability distribution over three classes

Given true  (e.g., (1, 0, 0)) and predicted  
(e.g., (0.6, 0.1, 0.3)), the loss for this 
instance is calculated using cross entropy:

y ŷ

H(y, ŷ) = −
3

∑
c=1

yc log ̂yc

Total loss = ∑
y,ŷ∈D

H(y, ŷ)
Bag-of-words

x

h

WH

WZ

Goal:  find 
the optimal 
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Example 3 — Recurrent Neural Network 

31

w2

staff
w3

was
w4

not
w5

friendly
w1

the

h1

RNN

h2

RNN

h3

RNN

h4

RNN

h5

RNN

h0 = (0, ..., 0)

RNN Cell 

ht = tanh(WAht−1 + WBwt + b)
ht−1 ht

wt

tanh

b
WA

WB
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Example 4 — Recursive Neural Network 
(Socher et al. 2013)

32

Proceedings of the 2013 Conference on Empirical Methods in Natural Language Processing, pages 1631–1642,
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Abstract

Semantic word spaces have been very use-
ful but cannot express the meaning of longer
phrases in a principled way. Further progress
towards understanding compositionality in
tasks such as sentiment detection requires
richer supervised training and evaluation re-
sources and more powerful models of com-
position. To remedy this, we introduce a
Sentiment Treebank. It includes fine grained
sentiment labels for 215,154 phrases in the
parse trees of 11,855 sentences and presents
new challenges for sentiment composition-
ality. To address them, we introduce the
Recursive Neural Tensor Network. When
trained on the new treebank, this model out-
performs all previous methods on several met-
rics. It pushes the state of the art in single
sentence positive/negative classification from
80% up to 85.4%. The accuracy of predicting
fine-grained sentiment labels for all phrases
reaches 80.7%, an improvement of 9.7% over
bag of features baselines. Lastly, it is the only
model that can accurately capture the effects
of negation and its scope at various tree levels
for both positive and negative phrases.

1 Introduction

Semantic vector spaces for single words have been
widely used as features (Turney and Pantel, 2010).
Because they cannot capture the meaning of longer
phrases properly, compositionality in semantic vec-
tor spaces has recently received a lot of attention
(Mitchell and Lapata, 2010; Socher et al., 2010;
Zanzotto et al., 2010; Yessenalina and Cardie, 2011;
Socher et al., 2012; Grefenstette et al., 2013). How-
ever, progress is held back by the current lack of
large and labeled compositionality resources and
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Figure 1: Example of the Recursive Neural Tensor Net-
work accurately predicting 5 sentiment classes, very neg-
ative to very positive (– –, –, 0, +, + +), at every node of a
parse tree and capturing the negation and its scope in this
sentence.

models to accurately capture the underlying phe-
nomena presented in such data. To address this need,
we introduce the Stanford Sentiment Treebank and
a powerful Recursive Neural Tensor Network that
can accurately predict the compositional semantic
effects present in this new corpus.

The Stanford Sentiment Treebank is the first cor-
pus with fully labeled parse trees that allows for a
complete analysis of the compositional effects of
sentiment in language. The corpus is based on
the dataset introduced by Pang and Lee (2005) and
consists of 11,855 single sentences extracted from
movie reviews. It was parsed with the Stanford
parser (Klein and Manning, 2003) and includes a
total of 215,154 unique phrases from those parse
trees, each annotated by 3 human judges. This new
dataset allows us to analyze the intricacies of senti-
ment and to capture complex linguistic phenomena.
Fig. 1 shows one of the many examples with clear
compositional structure. The granularity and size of
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Example 4 — Recursive Neural Network 
(Socher et al. 2013)
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Abstract

Semantic word spaces have been very use-
ful but cannot express the meaning of longer
phrases in a principled way. Further progress
towards understanding compositionality in
tasks such as sentiment detection requires
richer supervised training and evaluation re-
sources and more powerful models of com-
position. To remedy this, we introduce a
Sentiment Treebank. It includes fine grained
sentiment labels for 215,154 phrases in the
parse trees of 11,855 sentences and presents
new challenges for sentiment composition-
ality. To address them, we introduce the
Recursive Neural Tensor Network. When
trained on the new treebank, this model out-
performs all previous methods on several met-
rics. It pushes the state of the art in single
sentence positive/negative classification from
80% up to 85.4%. The accuracy of predicting
fine-grained sentiment labels for all phrases
reaches 80.7%, an improvement of 9.7% over
bag of features baselines. Lastly, it is the only
model that can accurately capture the effects
of negation and its scope at various tree levels
for both positive and negative phrases.

1 Introduction

Semantic vector spaces for single words have been
widely used as features (Turney and Pantel, 2010).
Because they cannot capture the meaning of longer
phrases properly, compositionality in semantic vec-
tor spaces has recently received a lot of attention
(Mitchell and Lapata, 2010; Socher et al., 2010;
Zanzotto et al., 2010; Yessenalina and Cardie, 2011;
Socher et al., 2012; Grefenstette et al., 2013). How-
ever, progress is held back by the current lack of
large and labeled compositionality resources and
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Figure 1: Example of the Recursive Neural Tensor Net-
work accurately predicting 5 sentiment classes, very neg-
ative to very positive (– –, –, 0, +, + +), at every node of a
parse tree and capturing the negation and its scope in this
sentence.

models to accurately capture the underlying phe-
nomena presented in such data. To address this need,
we introduce the Stanford Sentiment Treebank and
a powerful Recursive Neural Tensor Network that
can accurately predict the compositional semantic
effects present in this new corpus.

The Stanford Sentiment Treebank is the first cor-
pus with fully labeled parse trees that allows for a
complete analysis of the compositional effects of
sentiment in language. The corpus is based on
the dataset introduced by Pang and Lee (2005) and
consists of 11,855 single sentences extracted from
movie reviews. It was parsed with the Stanford
parser (Klein and Manning, 2003) and includes a
total of 215,154 unique phrases from those parse
trees, each annotated by 3 human judges. This new
dataset allows us to analyze the intricacies of senti-
ment and to capture complex linguistic phenomena.
Fig. 1 shows one of the many examples with clear
compositional structure. The granularity and size of
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Example 5 — BERT 
(Devlin et al. 2018)
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Figure 3: Our task specific models are formed by incorporating BERT with one additional output layer, so a
minimal number of parameters need to be learned from scratch. Among the tasks, (a) and (b) are sequence-level
tasks while (c) and (d) are token-level tasks. In the figure, E represents the input embedding, Ti represents the
contextual representation of token i, [CLS] is the special symbol for classification output, and [SEP] is the special
symbol to separate non-consecutive token sequences.

QNLI Question Natural Language Inference is
a version of the Stanford Question Answering
Dataset (Rajpurkar et al., 2016) which has been
converted to a binary classification task (Wang
et al., 2018). The positive examples are (ques-
tion, sentence) pairs which do contain the correct
answer, and the negative examples are (question,
sentence) from the same paragraph which do not
contain the answer.

SST-2 The Stanford Sentiment Treebank is a
binary single-sentence classification task consist-
ing of sentences extracted from movie reviews
with human annotations of their sentiment (Socher
et al., 2013).

CoLA The Corpus of Linguistic Acceptability is
a binary single-sentence classification task, where

the goal is to predict whether an English sentence
is linguistically “acceptable” or not (Warstadt
et al., 2018).

STS-B The Semantic Textual Similarity Bench-
mark is a collection of sentence pairs drawn from
news headlines and other sources (Cer et al.,
2017). They were annotated with a score from 1
to 5 denoting how similar the two sentences are in
terms of semantic meaning.

MRPC Microsoft Research Paraphrase Corpus
consists of sentence pairs automatically extracted
from online news sources, with human annotations
for whether the sentences in the pair are semanti-
cally equivalent (Dolan and Brockett, 2005).

the staff was not friendly
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Example 5 — BERT 
(Devlin et al. 2018)
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apples are better than grapes grapes
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Computational Argumentation
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Part 2.
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Outline

• What is an argument? 

• Argument Structures 

• Argument Mining — how to identify argument structure? 

• Argument Quality — how to measure argument quality?

39

Aristotle
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What is an argument? 
(Hitchcock 2007)

• A claim-reason complex consisting of 

40

Korea is not a police state

the Korean elections in 1948 
and 1950 were free and fair

because

▶︎  an act of concluding 

▶︎  one or more acts of premising (which assert 
propositions in favor of the conclusion)

▶︎ a stated or implicit inference word that 
indicates that the conclusion follows from 
the premises.
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What is an argument? 

• Proposition (in logic): A statement 
proposing an idea that can be true or false 
(Wikipedia). Sometimes a proposition is 
just called a statement. The basic unit of 
an argument. 

✔ snow is white / snow is green 

✘ ouch! 

✘ where are we? 

✘ open the door!

41

• Conclusion/Claim: A proposition that 
indicates what the arguer is trying to 
convince the reader of. 

• Premise/Evidence: A proposition that 
provides reason or support for the conclusion

many CMU students go to Chipotle

I have at least five CMU friends who 
go to Chipotle every day

P2

P3

Chipotle makes a lot of moneyP1

premise
conclusion

premise
conclusion
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Argument Structures

• Modus ponens

42

• Modus tollens

Harry is a British 
subject

Harry was born in 
Bermuda

if Harry was born in 
Bermuda, Harry is a 

British subject

Q

P

P → Q

Harry was not born 
in Bermuda

Harry is not a 
British subject

if Harry was born in 
Bermuda, Harry is a 

British subject

¬P

¬Q

P → Q
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Argument Structures

• Toulmin (1958)

43

Harry was born in 
Bermuda

Datum: Evidence such as 
facts, reports, etc.

Harry is a British 
subject

Claim: Assertion that the 
arguer wants to prove

a man born in Bermuda 
will generally be a British 

subject

legal statuses of A, B, C and 
legal provisions X, Y, Z

both his parents were 
aliens

Rebuttal: ExceptionsBacking: Justification 
for warrant

Warrant: Inferential link 
between datum and claim

unless

because

on account of

presumablyQuantifier: 
Certainty
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Argument Structures

• Walton's Argument Schemes (Walton et al. 2008): Common reasoning patterns people use daily

44

a bear passed this way

here are some bear 
tracks in the snow

Argument from Sign

birds can fly

pigeons can fly

Argument from Example

we should build 
nuclear power plants

nuclear power will 
reduce air pollution

Argument from Consequence
Conclusion: A is true 
Premise: A generally causes B, 
and B is observed

Conclusion: A is true 
Premise: An example case B is true

Conclusion: A should be carried out 
Premise: A will yield a positive 
consequence B

Detective novels Scientific papers Policy making
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Argument Structures

• NLP: the simplistic notions of support/attack are often used

45

Harry is a British 
subject

Harry was born in 
Bermuda

both his parents were 
aliens

Support Attack
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Argument Mining 
How to identify argument structure from text 
automatically?

46
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Argument Mining – Relation Classification

• Given two propositions, classify their relation as support, attack, or unrelated.

47

stricter gun control 
laws will reduce crime

passing stricter gun 
control laws will not 

reduce crime because 
criminals will ignore 

those laws

Attack

all humans should be 
vegan

a vegan society would 
be better for the 

environment

Support

video games have a 
positive impact on 

society

the government should 
respect the 

confidentiality of 
people's medical 

histories

Unrelated X
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Argument Mining – Relation Classification

• Step 1: Classify between unrelated and related. (Stab and Gurevych 2017) 
▶︎ Overlap: Whether the conclusion and the premise share a noun. 
▶︎ Discourse markers: Which class of discourse markers is used. 

• Consequence: therefore, thus, consequently 
• Epistemic: in my opinion, I believe that 
• Reason: because, in addition 
• Contradiction: although, but 

▶︎ Syntactic features: Binary POS features of the conclusion and premise. 500 most frequent 
production rules extracted from the parse tree of the conclusion and premise (e.g., VP → VB NN) 

▶︎ Structural features: # of tokens in the conclusion and premise.  
▶︎ Discourse features: Has a PDTB-style discourse relation (e.g., causal, contrast)?

48
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Argument Mining – Relation Classification

• Step 2: Classify between support and attack. (Gemechu and Reed 2019)

49

Campers have an opportunity to try some interesting food

Cooking over a fire makes burgers and potatoes taste better

++

+

=

Sentiment consistency

word embeddings, synonym-based approaches, etc.
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Argument Mining – Relation Classification

• Step 2: Classify between support and attack. (Gemechu and Reed 2019)

50

Modern society needs advertising

Advertising alcohol and cigarettes with adult content should be prohibited

+

–

=

Sentiment conflict
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Argument Quality 
How to measure the quality of an argument 
automatically?
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Argument Quality — Pairwise Ranking 
(Habernal and Gurevych 2016)

• Which argument is more convincing?

52

Prompt: Should physical education be mandatory in schools?

physical education should be 
mandatory cuhz 112,000 people 
have died in the year 2011 so far 

and it's because of the lack of 
physical activity and people are 

becoming obese!!!!

YES, because some children 
don't understand anything excect 

physical education especially 
rich children of rich parents.



/ 56

Argument Quality — Pairwise Ranking 
(Habernal and Gurevych 2016)

• Features 
▶︎ Unigrams/bigrams 
▶︎ Formality: distribution of POS tags 
▶︎ Ratio of exclamation/quotation marks 
▶︎ Ratio of modal verbs 
▶︎ Readability: Ari, Coleman-Liau, Flesch, .. 
▶︎ Spelling errors 
▶︎ Counts of named entity types 
▶︎ Sentiment scores 
▶︎ Sentence length 

Accuracy = 0.78 (SVM)

53

physical education should be 
mandatory cuhz 112,000 people 
have died in the year 2011 so far 

and it's because of the lack of 
physical activity and people are 

becoming obese!!!!

YES, because some children 
don't understand anything excect 

physical education especially 
rich children of rich parents.
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Argument Quality — Scoring 
(Persing and Ng 2017)

54

• Assertion: Acting as a warning signal for children at risk. 
• Justification: It is very difficult for a child to realize that he is being 

groomed; they are unlikely to know the risk. After all, ...

This House would ban teachers from interacting with students via social networking websites.

Grading Criteria 
• Grammar Error 
• Lack of Objectivity 
• Inadequate Support 

• Unclear Assertion 
• Unclear Justification
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Argument Quality — Scoring 
(Persing and Ng 2017)

• Features 
▶︎ # of grammar errors 
▶︎ # of subjectivity indicators 
▶︎ # of definite articles 
▶︎ # of first person plural pronouns 
▶︎ # of citations 
▶︎ # of content lemmas 
▶︎ # of subject matches between 

assertion and justification 
▶︎ ...

55

Criteria 
• Grammar Error 
• Lack of Objectivity 
• Inadequate Support 
• Unclear Assertion 
• Unclear Justification

Final Score

Regression

Regression

MAE = 1.03 (scores range from 1–6)
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Today we learned...

56

• Computational Argumentation 
▶︎ What is an argument? 
▶︎ Argument Structures 
▶︎ Argument Mining 
▶︎ Argument Quality

• Sentiment Analysis 
▶︎ What is sentiment analysis? 
▶︎ Sentiment Analysis 

• Lexicons 
• Machine Learning


